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What I hope to cover today

Quality control

Single-SNP association analysis

Mixed-model association analysis

Conditional association analysis

Estimating SNP heritability using REML, HE and PCGC

Genomic partitioning

Gene-based association analysis

Bivariate analysis

SNP-based prediction

Analyses using summary statistics



Genome-Wide Association Studies (GWAS)

A GWAS will have n individuals, each recorded for a phenotype (trait) and
genotyped for m markers.

The phenotype is usually quantitative (takes continuous measurements,
e.g., height) or binary (e.g., case/control).

Most commonly, the markers are single-nucleotide polymorphics (SNPs)
which take values 0, 1 or 2.

Ascertainment: for binary traits, cases are usually over-sampled; must
take this into account in some analyses

Imputation: a typical microarray will genotype approximately 1 M SNPs,
but now it is routine to increase this to 5-10 M through imputation.

The phenotypes are stored in the vector Y (of length n), the
(standardized) genotypes are stored in the matrix X (of size n ×m)



Main Aims of a GWAS

1 - Detect causal variants. We wish to find variants whose genotype
influences the phenotype (e.g., increases / reduces risk for a disease)

2 - Construct prediction models. Given an individual’s genotypes, we wish
to be able to accurately predict their phenotype (e.g., predict whether they
are high or low risk for a disease).

3 - Understand genetic architecture. We wish to better understand the
biology of the trait (e.g., what is its heritability, how many causal variants,
where in the genome the causal variants tend to be located).



Quality Control

Prior to a GWAS, you must perform quality control. Remember, that SNP
genotypes are probabilistic, not exact.
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A Cautionary Tale: Markers for Longevity

Poor quality control can lead to false positives (and false negatives)



Aim 1 - Detect Causal Variants

Usually the end product of a GWAS is a Manhattan Plot

Each point represents − log10(P) for a SNP, ordered by chromosome



Single-SNP Testing

The most common way to test each SNP is to fit the model Y = α+ βjXj

then test whether βj 6= 0.

The (likelihood ratio) test statistic is S = −n log(1− r2), where n is
sample size and r2 is squared correlation between Xj and Y

Bigger correlation (either positive or negative) indicates stronger
association ⇒ more chance the SNP is causal

From the test statistic, we obtain a p-value (in R use pchisq(S,1,lower=F)).

We typically declare a SNP significant if it has P < 5× 10−8; this is based
on an assumption that we are performing approximately 1 000 000
independent tests, and are happy with a 5% family-wide error rate.



Binary Phenotypes

For binary traits, we should in theory use logistic (or probit) regression:

logit(p) = log( p
1−p ) = α + βXj , where p is the risk
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But logistic regression is much more difficult
(computationally expensive) and restrictive

Fortunately, when effect sizes are small, linear
and logistic regression give almost identical
results, so we can use the former



Modes of Inheritance

The model Y = α + βjXj assumes effects of genotypes are additive
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It will have highest power when the heterozygote phenotype is midway
between the two homzygotes (as is the case above)



Modes of Inheritance

The model Y = α + βjXj will have less power to detect non-linear effects
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Could use a generalized model, such as Y = α + βjXj + γj I (Xj = 1), but
in practice, these are rarely used



Multi-SNP Analyses

The model Y = α + βjXj assumes only one SNP is causal.

A more realistic model is Y = α + β1X1 + β2X2 + . . .+ βmXm, but this
approach has so many difficulties.

Overfitting: m >> n so can’t use classical regression.

Solution(?): go Bayesian

Logistical: require inversion of an m ×m matrix.

Solution(?): assume sparsity

What are the null and alternative models? What significance threshold?

People like p-values. If using MCMC, how do we ensure convergence?

100s of multi-SNP (+ interaction) methods proposed; none mainstream



Mixed Model Association Analyses

Assumes the model Y = α + βjXj + g , where g ∼ N(0,Kσ2g )

g is a random effect, K is a kinship matrix (much more about them later).

Originally, this method was designed to reduce false positives due to
long-range LD in structed/related datasets (e.g., plants and animals).
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Mixed Model Association Analyses

Assumes the model Y = α + βjXj + g , where g ∼ N(0,Kσ2g )

g is a random effect, K is a kinship matrix (much more about them later).

Equivalent to assuming Y = α + βjXj + γ1X1 + γ2X2 + . . .+ γmXm

βj is a fixed effect, γk is random effect with prior N(0, σ2g/m)

Therefore, it is a (quasi) multi-SNP method; it allows for all SNPs to
contribute. The key reason this approach works is that it doesn’t try to
estimate all βjs at once. Instead, it tests each SNP in turn, allowing for
the effect of all other SNPs. It’s computationally efficient (and tractable).

This idea is explained by Yang et al. in “Advantages and pitfalls in the
application of mixed model association methods”, Nature Genetics 2014.



Summary

The basic way to test each SNP for association is classically using the
model Y = α + βjXj

We know this model is sub-optimal; in particular, it assumes SNPs are
independent and act additively. However, it remains the model of choice.

In recent years, mixed model association analysis has become more
popular. Methodological advances have made it more efficient, and
reliable, easy-to-use software exist. Also, its results are generally accepted.



Aim 2 - Construct Prediction Models

We wish to construct a model for predicting an individual’s phenotype
from their genotypes.

We almost always use a linear model P = β̂1X1 + β̂2X2 + . . .+ β̂mXm,
where β̂j is the estimate of the effect of SNP j .

For similar reasons to those explained earlier, we tend use the linear
models even when the trait is binary and we are predicting risk.

Prediction has been a primary focus of animal and plant studies for
decades; but now the lure of Personalized Medicine means it is getting
more attention in human genetics.



Prediction for Simple Diseases

Progress has been made in predicting (testing for) Mendelian diseases.

E.g., the National Institute of Health Genetic Test Registry has >30k tests
for >5k conditions from almost 300 labs

Costs of tests have reduced due to ease of genotyping, and a decision from
the SCOTUS which forbids patenting of genes.



Face Prediction

New York Times (February 2015) reported how police were predicting
facse from suspect DNA



Prediction for Complex Traits

To predict a complex trait will require a complex prediction model

P = β̂1X1 + β̂2X2 + . . .+ β̂mXm, with many βj 6= 0.

These models are commonly referred to as (genetic) polygenic / profile
risk scores (PRS or GPRS).

Can also include alternative genetic factors (e.g., structural variants or
gene expressions), and non-genetic factors (e.g., clinical factors or family
history).

Typically measure prediction accuracy using (squared) correlation or area
under curve (AUC).



Polygenic Risk Scores

To accurately train the PRS (estimate the βjs) will require very many
samples.

(In my experience, these plots are always optimistic!)



Polygenic Risk Scores

The most common PRS uses effect size estimates from single-SNP
analysis; i.e., βj is estimated from the model Y = α + βjXj .

We must then decide whether to filter based on p-values; i.e., retain only
SNPs with p < T .

And whether to “clump” - find pairs of SNPs in high-LD and exclude the
one with highest p-value.

For p-value filtering, I would try a few thresholds: T = 5× 10−8

(genome-wide significance), then 10−5, 10−4, 10−3, 0.01, 0.1, 1.

The software PRSice suggests trying all possible thresholds.

For clumping, I find a light pruning is beneficial (say search for pairs of
SNPs within 1 cM with r2jk > 0.5).



Polygenic Risk Scores

As with single-SNP testing, it is well-recognised that PRS are highly
inefficient. In particular, we should be estimating effect sizes from a joint
model, and we should use some shrinkage or sparsity (and prior
information).

Many alternative methods exist: LD Pred, BSLMM, sparSNP, Bolt-LMM

Later I will talk about BLUP and MultiBLUP



Aim 3 - Understand Genetic Architecture

Broadly speaking, the aim is to better understand the biological
mechanisms underlying (complex) traits.

Interest in this area exploded in recent years (partly due to the fact that
finding causal variants and prediction are so hard).

Interest begun in 2010, when Yang and Visscher proposed GCTA, software
for estimating SNP heritability. This model has been generalized many
times, for example, to enable partitioning of heritability (e.g., by MAF or
SNP function) and estimation of genetic correlations (the overlap between
pairs of traits).

In 2015, Bulik-Sullivan proposed LDSC, which makes it possible to obtain
these estimates using only summary statistics. As with GCTA, many
generalizations / related methods have been proposed.



Definition of heritability

Broad sense heritability considers all genetic contributions

Phenotype = Genetics + Environmental Noise

Y = G + E

Var(Y ) = Var(G ) + Var(E ) (assumes no G × E interactions)

Broad sense heritability: H2 = Var(G )/Var(Y )

Narrow sense heritability considers only additive contributions

Y = A + E

Var(Y ) = Var(A) + Var(E ) (assumes no A× E interaction)

Narrow sense heritability: h2 = Var(A)/Var(Y )



Definition of heritability
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Broad sense heritability: H2 = Var(G )/Var(Y )
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Narrow sense heritability: h2 = Var(A)/Var(Y )



Some heritabilities

Environment

Genetics

Human Height Schizophrenia Obesity

Crohn's Disease Bipolar Disorder Epilepsy



How to Measure Heritability

If a trait is heritable (has a genetic contribution), then individuals who are
genetically similar, should be phenotypically similar

These were the data Francis Galton used to show height is heritable
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To estimate heritability, we measure how much more phenotypically similar
highly-related individuals are than lowly-related individuals.



Pedigree-Based Heritability Estimation

Given a group of individuals, we assume

Cov(Yi ,Yl) =

{
Ki ,lVar(A) when i 6= l

Var(A) + Var(E ) when i = l

Cov(Yi ,Yl) is the covariance between the phenotypes of individuals i and l

Ki ,l is the coeff. of relatedness (kinship) between individuals i and l

The proof is complicated, it relies on the fact that Ki ,l is the expected
fraction of genome shared (see Introduction to Quantitative Genetics,
1996). But easy to check the equation is reasonable.

Unrelated individuals (Ki ,l = 0) will have phenotypic covariance zero

As relatedness increases, phenotypic covariance increases.



Covariance

The covariance between X and Y measures their dependence:

Cov(X ,Y ) = E[X -E(X )][Y -E(Y )] = E(XY )− E(X )E(Y )

Positive covariance means when X increases, Y tends to also increase

Negative covariance means when X increases, Y tends to decrease

Properties: Cov(X ,X ) = Var(X )
Cov(A + B,C ) = Cov(A,C ) + Cov(B,C )

Covariance depends on units, so more usual to report correlation:

Cor(X ,Y ) = Cov(X ,Y )/Var(X ).5Var(Y ).5



Measuring Relatedness

Relationship (S ,T ) k0, k1, k2 φ r

MZ twins (0,1) 0, 0, 1 1/2 1
DZ twins / Full-sibs (2,2) 1/4, 1/2, 1/4 1/4 1/2
Parent-child (1,1) 0, 1, 0 1/4 1/2
Half-sibs (2,1) 1/2, 1/2, 0 1/8 1/4
Uncle-niece (3,2) 1/2, 1/2, 0 1/8 1/4
Grandparent-grandchild (2,1) 1/2, 1/2, 0 1/8 1/4
Cousins (4,2) 3/4, 1/4, 0 1/16 1/8

k0, k1, k2 are the identity by descent (IBD) fractions, φ is the coefficient of
kinship, but we are interested in r , the coefficient of relatedness.

Handy formula: if we define each relationship by S , its degree (the number
of links (meioses) between the pairs) and T , the number of common
ancestors, then r = T × 0.5S



Pedigree-Based Heritability Estimation

Given a group of individuals, we assume

Cov(Yi ,Yl) =

{
Ki ,lVar(A) when i 6= l

Var(A) + Var(E ) when i = l

Cov(Yi ,Yl) is the covariance between the phenotypes of individuals i and l

Ki ,l is the coeff. of relatedness (kinship) between individuals i and l

The proof is complicated, it relies on the fact that Ki ,l is the expected
fraction of genome shared (see Introduction to Quantitative Genetics,
1996). But easy check the equation is reasonable.

Unrelated individuals (Ki ,l = 0) have expected covariance zero

As relatedness increases, expected phenotypic covariance increases.



Pedigree-Based Heritability Estimation

We can express this in matrix form as Cov(Y )

 =

 K

Var(A) +

 I

Var(E )

K is (twice) the kinship matrix; each element of K indicates the coefficient
of relatedness between a pairs of individuals

So if individuals 1 and 2 are parent-child, K1,2 = 0.5; if individuals 3 and 4
are twins, K3,4 = 1; if individuals 1 and 3 are unrelated, K1,3 = 0, etc.

I is an identity matrix (1 on diagonal, 0 otherwise)



Pedigree-Based Heritability Estimation

1 - collect individuals from large families

2 - record phenotypes Y

3 - based on the known pedigree, construct kinship matrix K

Using software, solve to find estimate of Var(Y), Var(A) and Var(E)

The estimate of h2 is Var(A)/Var(Y )

The usual method of solving is called REML; this finds Var(Y), Var(A)
and Var(E) which maximise the REstricted Maximum Likelihood

An alternative method is Haseman-Elston Regression which fits the model
(Yi − Yl)

2 = α + βKi ,l ; (an estimate of h2 is -β̂/α̂).



Pedigree-Based Heritability Estimation

Although Haseman-Elston Regression is less-used, it’s useful for giving an
idea of the process.

Moreover, some recommend its use for binary traits (Measuring missing
heritability: Inferring the contribution of common variants, PNAS 2014).



Problems with Pedigree-Based Heritability Estimation

Traditional heritability analyses require only pedigree and phenotypic data.
But relying on pedigree information is problematic

Estimates of heritability depend on the pedigree information available

There is no such thing as a complete pedigree

Discovering a new common ancestor will change estimates

In absence of information we must assume individuals “unrelated”

Moreover, even a “complete” pedigree will provide only expected genome
sharing. Now we have full-genome SNP data, we can measure genome
sharing exactly



Theoretical distribution of genome sharing

Full-siblings expected to share 0.5, but actual value can differ by 25%

From Assumption-Free Estimation from Genome-Wide Identity-by-Descent
Sharing between Full Siblings. PLoS Gen. 2006



Theoretical distribution of genome sharing

Fraction Identical by Descent

0.00 0.05 0.10 0.15 0.20 0.25 0.30 0.35

Siblings

Half−Siblings

First−Cousins

Half−Cousins

Second−Cousin

Half−Second−Cousin

Third−Cousin

Half−Third−Cousins

...

From Relatedness in the post-genomic era: is it still useful? Nature
Reviews Genetics, 2015



Allelic Correlations

With genome-wide genotyping available, we no longer have to rely on
pedigree-based estimates of genome sharing, as we can now measure
genome sharing directly.

A common way to do this is using allelic correlations, K = XXT

m

When X are standardized genotypes (i.e., subtract mean, divide by SD),
then Ki ,l has expected value the coefficient of relatedness between i and l .

The allelic correlation estimate of Ki ,l is
∑

j (Xi,jXl,j )

m



Allelic Correlations

The allelic correlation for individuals 1 and 2 is K1,2 =
∑

j (X1,jX2,j )

m

To understand how K1,2 is computed, you can imagine laying the two
individuals’ genomes side by side (let S1 and S2 denote raw genotypes, X1

and X2 standardized genotypes) and counting the matches / mismatches.

  

S
1

S
2

 0      2        2                                1                                 2

 
 2      2        0                                1                                 1

Effect on K
12

       –      +        –                                +                                ...

X
1

X
2

-.3    .8       .9                               .8                              1.2

 
2.6   .8      -.5                              1.6                              .3

        K
12

     =    (-.78  +.64   -.45                          +1.28                         +.36) /N



Allelic Correlations

Does it improve accuracy using allelic correlations rather than pedigree
estimates? Yes ... but not by much!

Purple boxes are estimates using expected relatedness; red use actual
relatedness (green, blue use less accurate measures of actual relatedness)

However, the bigger benefit is we can now use unrelated individuals



Using unrelated individuals

In 2010, Jian Yang, Peter Visscher, et al. considered estimating heritability
using only “unrelated individuals”

Why? Estimates of h2 become less precise as number of close relatives in
the sample decreases

In Haseman-Elston Regression, the estimate of heritability is obtained from
the slope when regressing (Yi − Yl)

2 on Ki ,l .



Using unrelated individuals

However, using unrelated individuals has three key advantages:

Estimates are unlikely to be confounded due to environmental effects (or
dominance, epistasis).

Can use GWAS data, so sample sizes are much larger than with family data

The resulting estimates are estimates of “SNP heritability” (h2SNP), the
total variance explained by all SNPs (will explain why later)

It was the realization of Yang and Visscher which launched the area
SNP-based heritability analysis.
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The missing heritability problem

From about 2006 - 2012 people were increasingly referring to the missing
heritability problem

Maher. Nature news feature. 2008



The missing heritability problem

Although GWAS had found a number of associations for a wide range of
phenotypes, the proportion of variance explained by the associations for
any particular phenotype (h2GWAS) was typically slight compared to the
phenotype’s heritability

The classic example was height (heritability 80%). In 2008, 20
associations had been found, but these explained only 4-6% of variation
(Genome-wide association analysis identifies 20 loci, Nature Genetics)

A 2014 study by the GIANT consortium increased the number of loci to
> 100, but h2GWAS remains only 10-15%
(Defining the role of common variation ..., Nature Genetics)
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The missing heritability problem SOLVED

Yang and Visscher estimated that for height, h2SNP = 0.45 - this indicates
that SNPs explain (tag) over half the heritability



The missing heritability problem SOLVED

Environment

Other 
Genetics

Other
SNPs

GWAS SNPs

Human Height Schizophrenia Obesity

Crohn's Disease Bipolar Disorder Epilepsy



Why is h2
SNP � h2

GWAS

The estimates of h2SNP were initially greeted with suspicious. For example,
it was suggested they were inflated by genotyping errors or population
stratification. (Population structure can inflate SNP-based heritability
estimates. AJHG. 2011)

Inflation is a problem - you are estimating the total contribution of
500 000+ SNPs, so even if you over-estimate the contribution of each
SNP by 0.00001% (one ten-thousandth of a percent), your estimate of
h2SNP will be 50% higher than the truth

But with careful quality control and checks, inflation can be avoided
(Improved Heritability Estimation. AJHG. 2012)

While there is much debate over which h2SNP are most accurate, it is
generally accepted that h2SNP is substantial for most complex traits



Why is h2
SNP � h2

GWAS

GWAS are only powered to find strong SNPs with large effect sizes.
Therefore, the likely explanation is that most phenotypes are highly
polygenic, with 100s or 1000s of SNPs causal, most of which have effects
too weak to be detected through (currently-sized) GWAS



Epilepsy

For example, for epilepsy, we had h2GWAS = 0 and h2SNP = 0.25, based on
which we concluded that there must be at least 870 causals SNPs, and
likely many thousands

Knowing this information enables us to predict the success of epilepsy
GWAS (Describing the genetic architecture of epilepsy. Brain. 2014)



Summary

For decades, people estimated heritability (h2) using pedigree-based
estimates of genome sharing

The arrival of genome-wide SNP data allowed people to estimate genome
sharing directly.

This enabled slightly more precise estimates of h2. But more importantly,
by using unrelated individuals, it was possible to estimate SNP heritability
(h2SNP)

It is now accepted that for most complex traits h2SNP is substantial

After lunch, we will look at estimation of h2SNP in more detail, and how
extensions of the method are being used to interrogate genetic
architecture.



Estimating SNP Heritability, h2
SNP

Our GWAS contains n individuals and m SNPS

the vector Y contains the phenotypes,

the matrix X contains standardized genotypes

How much variation in Y can be explained by the following model?

Y = α

+ β1X1 + β2X2 + β3X3 + β4X4 + β5X5 + β6X6 + β7X7

+ β8X8 + β9X9 + β10X10 + β11X11 + β12X12 + β13X13 + β14X14

+ β15X15 + β16X16 + β17X17 + β18X18 + β19X19 + β20X20

Would be easy if we only had a few SNPs ...
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Estimating SNP Heritability, h2
SNP

Suppose our GWAS contains n individuals and m SNPS

the vector Y contains the phenotypes,

the matrix X contains standardized genotypes

How much variation in Y can be explained by the following model?

Y = α

+ β1X1 + β2X2 + β3X3 + β4X4 + β5X5 + β6X6 + β7X7

+ β8X8 + β9X9 + β10X10 + β11X11 + β12X12 + β13X13 + β14X14

+ β15X15 + β16X16 + β17X17 + β18X18 + β19X19 + β20X20

+ . . .

+ β499 998X499 998 + β499 999X499 999 + β500 000X500 000

... but typically m >200 000



Estimating SNP Heritability, h2
SNP

To avoid over-fitting, we must introduce regularization. GCTA assumes:
aaaaaaaaaaaaa

Y = α

+ β1X1 + β2X2 + β3X3 + β4X4 + β5X5 + β6X6 + β7X7

+ β8X8 + β9X9 + β10X10 + β11X11 + β12X12 + β13X13 + β14X14

+ β15X15 + β16X16 + β17X17 + β18X18 + β19X19 + β20X20 + β21X21

+ β22X22 + β23X23 + β24X24 + β25X25 + β26X26 + β27X27 + β28X28

+ . . .+ βmXm

+ e,

with βj ∼ N(0, σ2g/m) and e ∼ N(0, σ2e )

Then Y = α + Xβ + e ∼ N(α,Kσ2g + Iσ2e ), where K = XXT

m

Estimate σ2g and σ2e via REML, then
σ2
g

σ2
g+σ

2
e

is an estimate of h2SNP
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Mixed Model Association Analysis

Consider the model:

Y = α + βjXj

+ γ1X1 + γ2X2 + γ3X3 + γ4X4 + γ5X5 + γ6X6 + γ7X7

+ γ8X8 + γ9X9 + γ10X10 + γ11X11 + γ12X12 + γ13X13 + γ14X14

+ γ15X15 + γ16X16 + γ17X17 + γ18X18 + γ19X19 + γ20X20 + γ21X21

+ γ22X22 + γ23X23 + γ24X24 + γ25X25 + γ26X26 + γ27X27 + γ28X28

+ . . .+ γmXm

+ e,

with γj ∼ N(0, σ2g/m) and e ∼ N(0, σ2e )

Then Y = α + βjXj + Xγ + e = α + βjXj + g where g ∼ N(0,Kσ2g )

Therefore, mixed model association analysis uses a multi-SNP model.



Genomic Partitioning

We replace the basic model with

Y = α

+ β1X1 + β2X2 + β3X3 + β4X4 + β5X5 + β6X6 + β7X7

+β8X8 + β9X9 + β10X10 + β11X11 + β12X12 + β13X13 + β14X14

+β15X15 + β16X16 + β17X17 + β18X18 + β19X19 + β20X20 + β21X21

+β22X22 + β23X23 + β24X24 + β25X25 + β26X26 + β27X27 + β28X28

+ . . .+ βmXm

+ e

with βj ∼ N(0, σ2g1/m1) and βj ∼ N(0, σ2g2/m2)

Then Y ∼ N(α,K1σ
2
g1 + K2σ

2
g2 + Iσ2e ), where K1 =

X1XT
1

m1
and K2 =

X2XT
2

m2

Instead of estimating only total h2SNP , we can now estimate h2 of RED
SNPs and h2 of BLUE SNPs



Genomic Partitioning

Dividing by chromosome has been used to demonstrate traits are polygenic

Height BMI vWF QTi



Genomic Partitioning

It is also an effective way to test for inflation due to population structure



Gene-Based Association Testing

Standard association analysis examines each SNP individually

But there are reasons we might prefer a gene-based analysis:

Reduces total number of tests

Biologically plausible that nearby SNPs act together



Gene-Based Association Testing (GBAT)

To estimate total SNP heritability, we assumed

Y = α
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σ2
g

σ2
g+σ

2
e

is an estimate of h2SNP



Gene-Based Association Testing (GBAT)

To consider a single gene (indexed by the set S), we can simply use:

Y = α

+ β1X1 + β2X2 + β3X3 + β4X4 + β5X5 + β6X6 + β7X7

+ β8X8 + β9X9 + β10X10 + β11X11 + β12X12 + β13X13 + β14X14

+ β15X15 + β16X16 + β17X17 + β18X18 + β19X19 + β20X20 + β21X21

+ β22X22 + β23X23 + β24X24 + β25X25 + β26X26 + β27X27 + β28X28

+ . . .+ βmXm

+ e,

with βj ∼ N(0, σ2S/mS) and e ∼ N(0, σ2e )

Perform a likelihood ratio test for P(σ2S > 0)



Accommodating Prior Information

Frequentist "Prior"

Heritability

Li
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Frequentist analysis assumes a
gene is as likely to explain 1% or
99% of heritability

Bayesian Priors

Heritability
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ke
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0.0 0.2 0.4 0.6 0.8 1.0

Bayesian GBAT lets the user
specify a prior distribution for
heritability

Additionally, results can be meta-analysed across cohorts

Requires only summary statistics (soon)



Simulation Study

Generate phenotypes where 50 out of 1000 genes contribute heritability
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GBAT Applied to Schizosaccharomyces pombe

Data from Dan Jeffares, UCL

Collection of 161 natural isolates, phenotyped for 53 measurements of cell
shape and growth rates.

Data highly structured; while genotyped for over 1 000 000 SNPS, the
effective size of the genome is closer to 1000.



GBAT Applied to Schizosaccharomyces pombe

Standard single-SNP analysis leads to high inflation

This is controlled by mixed model association analysis, but power is low



GBAT Applied to Schizosaccharomyces pombe

1000 BP Chunks

shape2.length
shape2.width.ratio

shape2.KL.Predicted.Wt
shape2.KL.Predicted.Skittle
shape2.KL.Predicted.Long

shape2.KL.Predicted.Stubby
shape2.KL.Predicted.Banana

smgrowth.cycloheximide.100.ng.ml
smgrowth.EMM

smgrowth.glycerol.2percent
smgrowth.sucrose.2percent

smgrowth.Glutamine
smgrowth.calcofluor.1.2.ug.ml

smgrowth.calcofluor.2.ug.ml
smgrowth.SDS.0.001percent

smgrowth.EDTA.1.mM
smgrowth.UV.62.4.J.m2

smgrowth.DTT.0.4percent
smgrowth.Brefeldin.A.40.uM
smgrowth.Brefeldin.A.80.uM
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smgrowth.CuSO4.100.mM
smgrowth.CuSO4.200.mM

smgrowth.KCl.1.M
smgrowth.NaCl.150.mM

smgrowth.LiCl.5.mM
smgrowth.LiCl.10.mM

smgrowth.H2O2.1.mM
smgrowth.H2O2.3.mM
smgrowth.H2O2.5.mM

smgrowth.MMS.0.0025percent
smgrowth.MMS.0.005percent

smgrowth.CuSO4.300.mM
smgrowth.UV.187.2.J.m2

smgrowth.hydroxyurea.10.mM
smgrowth.hydroxyurea.15.mM

smgrowth.SDS.0.005percent
smgrowth.CaCl2.150.mM

smgrowth.MgCl2.0.1.M
smgrowth.MgCl2.0.2.M

Chromosome 1 Chromosome 2 Chromosome 3

GBAT finds many more associations than single-SNP analysis



Bivariate Analysis

Trait 1: Y1 = α1 + β1X1 + β2X2 + . . .+ βmXm

= α1 + g1 + e1

Trait 2: Y2 = α2 + γ1X1 + γ2X2 + . . .+ γmXm

= α2 + g2 + e2

Now interested in the correlation between genetic effects:
ρ = cor(g1, g2).

Or equivalently can think of the average correlation between effect sizes:
ρ = cor(βj , γj)



Examining Concordance Between Traits

Bivariate analysis has mainly been used between traits; I think it has huge
potential within traits (for classification)



Applying to Other Types of Data

We are not restricted to considering SNPs

all the methods can be applied to any data type

E.g., for breast cancer data, we constructed kinship matrices based on
copy number variants (so now, each row of X represents the number of
copies of a variant possessed by each individual)

Instead of variance explained by SNPs, we estimated variance explained by
copy number (where the phenotype is gene expression).



Variance Explained by Gene Expression

Alternatively, you can construct kinship matrices based on gene expressions
(each row of X now represents intensity of a particular gene probe)

We are now estimating variance explained by gene expression (where the
phenotype is copy number change at a particular locus).



SNP-Based Prediction

We are interested in obtaining linear prediction models of the form

Y = X1 β̂1 + X2 β̂2 + . . .+ Xm β̂m

β̂j is the estimated effect size of SNP j (can be zero)

For example, we wish to identify individuals whose genotypes place them
at high risk of diabetes, plants which are likely to have high yield, etc.

Most human diseases have low prevalences, meaning that population
prediction will likely always be difficult.

However, there remain many situations where clinically useful prediction
should be possible; most notably when studying subsets of high-risk
individuals.
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Population vs Subset Prediction

The prevalence of epilepsy is about 1 in 200. Therefore, accurately
predicting which 0.5% individuals in the population will develop the
disease is very hard.

  

Population Prediction Single-Seizure Prediction

But for individuals who experience a first seizure, the chance of developing
epilepsy is about 50%, so prediction becomes much easier / more effective.



Polygenic Risk Scores

Estimate β̂j based on single-SNP regression, Y ∼ α + βjXj

Problem 1: Should estimate effect sizes jointly

Problem 2: No shrinkage

Common to exclude non-significant SNPs

e.g., set β̂j = 0 if Pj < T , for some threshold T



BLUP: Best Linear Unbiased Prediction

Estimates β = (β̂1, β̂2, . . . , β̂m)T jointly

To achieve this, assumes Y = Xβ + e, with βj ∼ N(0, σ2g/m)

This is the same as the model used for estimating h2SNP

As well as σ2g and σ2e , REML estimates g = Xβ

BLUP uses β̂ = XT (XTX )−1 g .

BLUP is computationally fast (relatively). Traditional solvers can cope
with up to 80 000 individuals; advances make n = 500 000 feasible.

BLUP is deterministic.

Very closely related to some animal methods such as Bayes A.



Performance of PRS and BLUP

Wellcome Trust Data: seven diseases, each has 2 000 cases, 3 000 controls

Polygenic
Trait h2SNP Risk Scores BLUP

Bipolar Disorder 0.46 0.03 0.03
Coronary Artery Disease 0.31 0.02 0.02
Crohn’s Disease 0.45 0.04 0.03
Hypertension 0.35 0.02 0.02
Rheumatoid Arthritis 0.27 0.01 0.01
Type 1 Diabetes 0.20 0.03 0.01
Type 2 Diabetes 0.34 0.02 0.02

h2SNP represents an upper bound for prediction (when measured by squared
correlation). For most complex traits, prediction performance is � h2SNP

(WTCCC is small by today’s standards, but general pattern still true).



Problems with PRS and BLUP

PRS lacks shrinkage (so large noise is generated by non-causal SNPs being
given non-zero effects). By contrast, BLUP uses too much shrinkage.

Polygenic
Risk Scores

BLUP



Improving the Prior Distribution

Many methods attempt to better model the distribution of effect sizes:

Lasso: βj ∼ Laplace(σ2g )

Slab & Spike: (e.g.) βj ∼ (1-π) δ{0} + πN(0, σ2g )

BSLMM: βj ∼ (1-π) N(0, 0.001) + πN(0, σ2g )

BayesR: βj ∼ π0δ{0} + π1N(0,
σ2
g

100) + π2N(0,
σ2
g

10 ) + π3N(0, σ2g )

These methods are very computationally expensive:

must store entire dataset in memory

each model is defined by m parameters

rely on approximate solvers (e.g., MCMC)



MultiBLUP Prediction

MultiBLUP is a generalized version of BLUP.

BLUP assumes the model Y = Xβ + e with βj ∼ N(0, σ2g/m)

MultiBLUP assumes Y = Xβ + e with βj ∼ N(0, σ2gj ),
where gj indicates the set of SNPs to which SNP j belongs.

Alternatively, BLUP assumes Y ∼ N(0,Kσ2g + Iσ2e ), where K = XXT

m

MultiBLUP assumes Y ∼ N(0,K1σ
2
g1 + . . .+ KTσ

2
gT

+ Iσ2e ), where

Kt = XtXT
t

mt
, allelic correlations across a subset of SNPs.

This generalization has limited impact computationally, but when the SNP
sets are chosen prudently, can greatly improve prediction performance



Adaptive MultiBLUP

Step 1: Divide genome into (say) 75kbp overlapping chunks

Step 2: Test each chunk for association (using GBAT)

Step 3: Identify all significant chunks (say P < 10−5)
Merge these chunks with neighbouring chunks with P < 0.01

E.g., for Type 1 Diabetes, obtain 4 local regions

Step 4: Run (generalised) BLUP with five random effects
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Adaptive MultiBLUP

Step 1: Divide genome into (say) 75kbp overlapping chunks

Step 2: Test each chunk for association (using GBAT)

Step 3: Identify all significant chunks (say P < 10−5)
Merge these chunks with neighbouring chunks with P < 0.01

E.g., for Type 1 Diabetes, obtain 4 local regions

Step 4: Run (generalised) BLUP with five random effects



Adaptive MultiBLUP

The MultiBLUP model is equivalent to assuming:

βj ∼ N(0, σ21), if SNP j in Region 1 βj ∼ N(0, σ22), if SNP j in Region 2

βj ∼ N(0, σ23), if SNP j in Region 3 βj ∼ N(0, σ24), if SNP j in Region 4

βj ∼ N(0, σ25), otherwise

Model defined by very few parameters (here only 5)

Not necessary to read in all data

Can be solved deterministically



Adaptive MultiBLUP Offers Flexible Shrinkage

Polygenic
Risk Scores

BLUP

Adaptive
MultiBLUP



Comparison with Rival Methods

Wellcome Trust Data: seven diseases, each has 2 000 cases, 3 000 controls

Measure prediction accuracy by correlation (similar if use AUC)

Bayue
 Adaptive MultiBLUP /
 BayesR / BSLMM

MultiBLUP performs at least as well as leading methods (albeit absolute
prediction remains poor).



MultiBLUP Wins Computationally

WT analyses take ∼20 min and < 1Gb memory

BSLMM and BayesR require >1 day and > 4Gb

Inflammatory Bowel Disease (n = 12, 678 N ≈ 1.5M); 2 hours, < 1Gb



MultiBLUP Wins Computationally

Adaptive MultiBLUP can handle upwards of 50 000 individuals and
imputed SNP data

Can accommodate prior information

Results can be meta-analysed across cohorts - provides a solution for using
very large datasets (> 200 000 individuals).



Summary

The mixed model used for estimating SNP heritability is equivalent to a
linear model where every SNP is allowed to contribute, and effect sizes are
assigned Gaussian prior distributions.

Once you appreciate this, you realise we can develop extensions of the
method by generalizing the linear model.

This is fortunate: SNP heritability has demonstrated that traits are highly
polygenic (boo); but it is also providing new analysis tools which take this
polygeneity into account (yay).



The GCTA Model

In the linear model Y = α + β1X1 + β2X2 + . . .+ βmXM , GCTA assumes
that effect sizes are distributed βj ∼ N(0, σ2g/m)

The heritability contributed by SNP j is h2j = β2j Var(Xj)/Var(Y )

E (β2) = σ2g/m, Var(Xj) = 1, so E[h2j ] = σ2g/(mVar(Y )).

Therefore, the GCTA Model expects each SNP contributes equally.

In 2012, we proposed the LDAK Model, E[h2j ] ∝ wj , where wj is a
weighting based on levels of LD (SNPs in regions of high LD tend to get
lower wj , and vice versa).



GCTA Model vs LDAK Model

GCTA assumes heritability of a region depends on its number of SNPs.
LDAK assumes it depends on how much unique variation it captures.

  

SNPs            X1   X2   X3    X4   X5      X6   X7   X8   X9  X10

GCTA Model              5                                5    

High CorrelationLow Correlation

LDAK Model             4.6                             1.9    

Region 21

Expected (relative) contribution to h
SNP

 of each region:2

Weights      1.0 0.8 0.8 1.0 1.0    1.0   0   0.9   0    0



Does the Model Choice Matter?

For h2SNP yes; estimates from LDAK on average 40% higher than GCTA
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Fortunately, we can test different models according to likelihood.



Test on real data: 42 traits, average sample size 7 400



Overall the LDAK Model fits data significantly better



Visually demonstrating this using Genomic Partitioning

Can partition SNPs into low- and high-LD regions
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Partition I: GCTA Model expects two tranches contribute equally

Under LDAK Model, the low-LD tranche is expected to explain 73%

On average, the low-LD tranche explains 73% (estimated using GCTA)



Relationship between Heritability and MAF

Considered models of the form E[h2j ] ∝ [fj(1− fj)]1+α where fj is MAF.
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GCTA Model assumes α = −1 (i.e., E[h2j ] is constant)

α = 0 is commonly assumed by animal and plant breeders

We determined that α = −0.25 fits better



Revised LDAK Model

Also examined relationship between heritability and genotyping certainty.

Our recommended model when considering common SNPs is
E[h2j ] ∝ wj × [fj(1− fj)]0.75 × rj , where rj is the info score of SNP j .

When including rare SNPs, we further recommend partitioning by MAF.

Remember, when you partition SNPs, you introduce additional genetic
variances (σ2g ). So for example, if you partitioned into common and rare
SNPs, you allow common SNPs to have a different per-SNP heritability to
rare SNPs.
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Rare SNPs

We recommend partitioning because we found that for rare SNPs, choice
of α is important, but it is not clear which value is best.
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Importance of DNase I Hypersensitivity Sites (DHS)

Gusev et al. used (GCTA) genomic partitioning to estimate contribution of
DHS (Partitioning heritability of regulatory ..., AJHG, 2014).

 DHS

Not  
 DHS  

Proportion of
Genome

 DHS

Not  
 DHS  

Proportion of
SNP Heritability

DHS contain 16% of SNPs but they estimated they explained 79% of h2SNP



Importance of DNase I Hypersensitivity Sites (DHS)
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Using LDAK Model, we estimated that DHS are enriched 1.4X for
heritability, more than inter-genic (0.6X) but less than genic (1.6X)



Summary

The GCTA Model makes a specific assumption about how heritability is
distributed across the genome (namely, E[h2j ] is constant).

At first glance, this seems intuitively sound, but in practice, it gives too
much weight to high-LD regions.

Instead, we showed the LDAK Model better reflects real data:
E[h2j ] = wj × [fj(1− fj)]0.75 × rj .

Changing the model has a big impact on estimates of h2SNP and genomic
partitioning; seems to have little impact for GBAT and bivariate; unsure
about mixed model association analysis.



Summary Statistics

In recent years, there has been a huge increase in GWAS sample size

UK Biobank has recruited 500 000 individuals (100s of phenotypes)

Genlife - aims to genotype 1 000 000 Danes (linked to registry info)

There has also been a push to make GWAS results publically available
(many journals now require it).

The methods so far have assumed we have individual-level (raw) data. But
everything can be done using just summary statistics and a reference panel.



Summary Statistics

The most popular summary statistics software is LDSC.

It has four aims:

Estimate the total amount of confounding in a GWAS

Estimate the SNP heritability of a trait (h2SNP)

Estimate heritability enrichment of SNP subsets

Estimate genetic correlations between pairs of traits.



Summary Statistics

Suppose we have results from a GWAS; let Sj denote the χ2(1) test
statistic from single-SNP analysis.

Suppose we also have a reference panel from which we can estimate r2j ,l ,
the squared-correlation between SNPs j and l .

Sj has expected value E[Sj ] = 1 + nE[v2j ], where v2j = h2j +
∑

j r
2
j ,lh

2
l is

heritability tagged by SNP j .

If we assume the model E[h2j ] = qjh
2
SNP/Q where Q =

∑
j qj .

Then v2j has expected value E[v2j ] = (qj +
∑

l r
2
jlql)h

2
SNP/Q = ujh

2
SNP/Q.

So E[Sj ] = 1 + nu2j h
2
SNP/Q, and we can estimate h2SNP by regressing

(Sj − 1) on uj .
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LDSC assumes the GCTA Model

LDSC assumes E[Sj ] = 1 + nljh
2
SNP/m, where lj =

∑
l r

2
jl .

This model is obtained by assuming qj = 1 (as then u2j = lj and Q = m).

I.e., LDSC assumes E[h2j ] is constant; the GCTA Model.

Therefore, the problems we identified with GCTA also apply to LDSC.

We have instead developed SumHer, summary-statistics software which
allows for arbitary qj (i.e., any heritability model).

We recommend SumHer is used with the LDAK Model,
qj = wj × [fj(1− fj)]0.75.

Better estimation of SNP heritability from summary statistics ... Speed
and Balding (Biorxiv).



Enrichment of functional categories

Finucane et al. used LDSC to estimate enrichments (Partitioning
heritability by functional annotation ... Nature Genetics, 2015).

They found conserved SNPs were 13 times enriched for heritability



Enrichment of functional categories

Finucane et al. found conserved SNPs 13 times enriched for heritability
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Unfortunately, re-analysis using SumHer (with the LDAK Model) indicates
these high enrichments are artifacts of assuming a poor heritability model



SNP Heritability, Confounding Bias and Genetic
Correlations

LDSC tends to under-estimate h2SNP , and therefore over-estimate
confounding

Estimates of genetic correlation seem largely unaffected.



Summary

Summary-statistic methods provide great opportunities, as they enable us
to analyze the many large-scale GWAS whose results are now publically
available.

While the logistics are different to when using REML, it remains that
summary-statistic methods require a heritability model.

Therefore, just as with REML, care should be taken to choose an
appropriate heritability model.


